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ABSTRACT
A multi-tenant software as a service (SaaS) system has to meet the
needs of several tenant organizations, which connect to the system
to utilize its services. To leverage economies of scale through re-
use, a SaaS vendor would, in general, like to drive commonality
amongst the requirements across tenants. However, many tenants
will also come with some custom requirements that may be a pre-
requisite for them to adopt the SaaS system. These requirements
then need to be addressed by evolving the SaaS system in a con-
trolled manner, while still supporting the requirements of existing
tenants. In this paper, we study the challenges associated with en-
gineering multi-tenant SaaS systems and develop a framework to
help evolve and validate such systems in a systematic manner. We
adopt an intuitive formal model of services. We show that the pro-
posed formalism is easily amenable to tenant requirement analysis
and provides a systematic way to support multiple tenant onboard-
ing and diverse service management. We perform a substantial case
study of an online conference management system.

1. INTRODUCTION
The emergence of Cloud Computing has been noticed by one and
all in the Information and Communication Technology (ICT) in-
dustry. Companies are increasingly adopting this new paradigm
where they do not wish to commit resources for engineering com-
puting infra-structure. Instead, they acquire these resources as and
when they need it as services. Indeed there is increasing focus on
so-called Software-as-a-Service [17] (SaaS). This paper aims to an-
alyze the technical issues behind software-as-a-service.

Informally, SaaS has been defined as software deployed as a
hosted service and accessed over the internet, without the need
(for users) to deploy and maintain additional on-premise IT infras-
tructure. The move from on-premise license-based software usage,
the traditional way software has been delivered to customers for
decades, to the centrally hosted, subscription-based SaaS model, is
a huge change for software vendors and customers, offering unique
business benefits but also several technical challenges. The own-
ership of the software now truly shifts to the provider, as does the
responsibility for providing technology infrastructure and manage-
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ment. The customer organization is spared the burden of purchas-
ing and maintaining server hardware for the applications. From the
vendor’s perspective, the additional costs of hardware and manage-
ment are more than offset by leveraging the economies of scale that
arise from being able to serve a very high number of customers.

One of the key technical issues behind SaaS lies in it being a
shared, centrally hosted software service. In contrast to earlier at-
tempts of application service provisioning, the SaaS delivery model
is focused on exploiting economies of scale by offering the same in-
stance of an application (or parts thereof) to as many customers as
possible. SaaS vendors support different customer needs from the
same common base (application, infrastructure) through appropri-
ate sharing and customizations (termed multi-tenancy in SaaS par-
lance). Multi-tenant aware applications thus allow providers to pro-
vision the hardware and software stack for the application once and
run multiple customers on the same infrastructure. Salesforce.com,
a popular SaaS CRM application, for example, allows users to cus-
tomize the data-fields used in the application as well as adding and
modifying workflows. This is done by configuration meta-data that
is specific for each tenant.

The functionality and quality that different tenants require from a
SaaS application might differ. Therefore, a multi-tenant SaaS sys-
tem has to meet the needs of several tenant organizations, which
connect to the system to utilize its services. To leverage economies
of scale through re-use, a SaaS vendor would, in general, like to
drive commonality amongst the requirements across tenants. How-
ever, many tenants will also come with some custom requirements
that may be a pre-requisite for them to adopt the SaaS system.
These requirements then need to be addressed by evolving the SaaS
system in a controlled manner, while still supporting the require-
ments of existing tenants. Besides functional requirements, tenants
may also have different performance expectations from the SaaS
system. This introduces additional complexities, since the infras-
tructure (application, system) is shared across many tenant orga-
nizations, each of which may have a very large number of SaaS
sessions running at any point in time. In addition to variations
that arise from different tenant needs, the SaaS vendor itself may
sometimes want to offer multiple variants of a particular service
for different classes of tenants. These variants may offer differ-
ent grades of functionality / service guarantees at appropriate pric-
ing options. Thus, SaaS vendors have two objectives which need
to be balanced while deploying the service infrastructure. Firstly,
to attract more tenants, the vendor needs to cater for the varying
needs by providing efficient means for tenant-specific adaptation.
Secondly, the vendor needs to make sure that the variants of the
services retain enough commonalities to exploit the economies of
scale attained. Managing variability and deploying commonality in
an efficient fashion is a key objective in a SaaS framework.



In this paper, we present a formalization of the SaaS service in-
frastructure. A SaaS component consists of a set of services S and
a set of tenants T that interact with the SaaS component to exer-
cise the various features. Each service is a tuple consisting of (a)
a collection of features that the service offers for its tenants, and
(b) a set of invariants that must be preserved over all executions
in any SaaS session across all feature invocations and executions.
Each feature is specified as a contract capturing what it offers and
terms of using it. Formally, each feature is characterized by a set of
pre-conditions, a set of post-conditions and a default method imple-
mentation provided by the vendor. The method body is not visible
to tenants, and is internal to the SaaS implementation. Intuitively,
if a feature provides a certain functionality, it may:

• Expect a certain condition to be guaranteed on onboarding
by any tenant who wishes to use it: the feature precondition
is an obligation for the tenant, and a benefit for the vendor
(the feature itself), as it frees it from having to handle cases
outside of the precondition.

• Guarantee a certain property on end of feature execution: the
feature postcondition is an obligation for the vendor, and
obviously a benefit (the main benefit of calling the service)
for the tenant.

• Maintain a certain property, assumed on entry and guaran-
teed on exit: the service invariant.

A feature can be refined by relaxing the terms of use and / or re-
stricting the expectations while still preserving the invariants. As
a result, tenants can demand different variants of a feature which
weaken preconditions (but not strengthen them) and strengthen post-
conditions (but not weaken them) while still preserving the invari-
ants. Each tenant who wishes to access the existing SaaS infras-
tructure has its own set of requested services. The set of requested
services may either be directly available from the SaaS component
or may be a variant of the ones under offering. We propose a well-
defined semantic foundation for onboarding a new tenant into the
existing service infrastructure. A new tenant is allowed to connect
to the existing service framework if his request profile is in con-
formance to the existing service support. When a new tenant is
on-boarded, the tenant will study the existing SaaS model and may
request a new variant of a feature (or even, a new feature). If it is a
legal variant, then it may be absorbed in the variant set for the fea-
ture (feature variant expansion), else this has to be represented as a
new feature (feature set expansion) or even a new service (service
set expansion).

The adoption of a formal foundation provides a simple elegant
platform for defining and analyzing the SaaS components. Given a
collection of available services with descriptions of their dynamic
behavior, and a new tenant with its request profile of a set of service
requirements, we develop an automatic mechanism for determining
whether the new tenant can be onboarded. In this work, we show
how the onboarding question can be easily answered if the services
are given as in our intuitive formalism. We present a substantial
case study of a practical SaaS system to motivate our method.

Organization. This paper is organized as follows. In Section 2,
we present an intuitive SaaS application. Section 3 presents the
formal model for a SaaS service application. We show how to uti-
lize the proposed model for application management including ser-
vice commonality measurement and tenant onboarding selection.
A detailed case study is presented in Section 5, followed by some
discussion on how our model can facilitate a SaaS provider to de-
sign his offerings in a structured manner in Section 7. Finally,

Section 6 summarizes a survey of relevant work in this domain,
and gives the concluding remarks of this paper.

2. A WORKING EXAMPLE
In this section, we present a fragment of an online conference man-
agement system as a representative SaaS component. The exam-
ple has been adapted from the COMS conference system [1]. The
web-based conference management software handles registrations,
paper submission, the review process and the selection of papers.
Its numerous features combined with the high level of control given
to organizers makes it a powerful, yet flexible system. Below, for
the purpose of explanation, we take two representative services
along with the supported features to explain our formalism. We
will present a detailed case study in a later section.

• Author services (S1): This consists of the following features.

– Author registration (A1)

– Abstract submission (A2)

– Paper Submission (A3)

– Paper Modification (A4)

• Reviewer services (S2): This consists of the following fea-
tures.

– Reviewer registration (R1)

– Review management (R2)

– Automatic Progress Tracking (R3)

– Review submission (R4)

We present below an informal implementation description of the
features in an intuitive syntax popular in the Design-by-Contract
(DBC) [12] community. We will explain the detailed syntax later.

Author Services

Registration (Input: AuthorDetail = <Name, Email>) : A10

Require
Valid email address and non-empty AuthorName

Do
// Actual implementation goes here

Ensure
Automatically generated password emailed to author

AbstractSubmission (Input: Email, Abstract) : A20

Require
1. Valid email address
2. Author must have been registered

Do
// Basic authentication
// HTML editor allows formatting of the abstract online

Ensure
Unique paper ID emailed to author

PaperSubmission (Input: Email, Paper) : A30

Require
1. Paper in PDF format
2. File Size less than 1 MB

Do
// Basic authentication



// Actual implementation goes here
Ensure

Paper Submission status displayed

PaperModify (Input: Email, Paper ID) : A40

Require
Do

// Basic authentication
// Actual implementation goes here

Ensure
Paper Modification Success / Denial displayed to author

Reviewer Services

Registration (Input: ReviewerDetail = <Name, Email>,
ConflictsOfInterest, TopicAreas) : R10

Require
Valid email address and non-empty Name

Do
// Actual implementation goes here

Ensure
Automatically generated password emailed to reviewer

ReviewMgmt (Input: Papers, Reviewers) : R20

Require
Each reviewer is a registered reviewer

Do
// Actual implementation goes here

Ensure
1. A reviewer is not assigned his own paper
2. A reviewer is not assigned papers of authors in conflict list

AutomaticProgressTracking (Input: ReviewerDataBase) : R30

Require
Do

// Actual implementation goes here
Ensure

Reminder Email sent to all assigned reviewers

ReviewSubmission (Input: Email, Password) : R40

Require
Do

// Basic Authentication check
// Review submission

Ensure
Review Submission Success / Denial displayed

The above set of feature implementations constitute the default of-
ferings ( having 0 as subscript in the feature names) from the basic
SaaS system. We will use this example implementation for explain-
ing the different concepts in the remainder of the paper.

3. FORMAL MODEL
Formally, a SaaS component 〈S, T 〉 consists of a collection of ser-
vices S and a set of tenants T that interact with the SaaS component
to exercise the various SaaS features. Each service S ∈ S can be
defined as a tuple 〈FS ,ΨS〉, where:

• FS is a set of features,

• ΨS is a set of service invariants over the service system state
that should always be preserved.

For a service S, let the service system state be GS . Let us assume
GS comprises of state variables VS . Clearly any service state g ∈
GS of S is a valuation of each variable v ∈ VS , that is g is a set of
mappings

{v → Dom(v) | v ∈ VS}

where Dom(v) is the domain of variable v obtained from its type
(we may assume only finite domain variables to make our formal
model amenable to model checking). Any service invariant is a
quantifier free first order logic formula over VS which should be
preserved across all executions and instantiations of the service S.
Below, we formalize this notion of service invariant preservation.

Each feature F modifies or accesses its state GS , and GS can
only be accessed via the service S. Each feature F is a tuple

〈pre(F ),meth(F ), post(F ),ΨF 〉

where pre(F ), post(F ) are the pre and post-conditions of F and
meth(F ) is the side-effect free function/method corresponding to
F . ΨF is the set of feature invariants must be satisfied in all varia-
tions of feature F . We now formalize each of these components.

The pre and post conditions of a service can be defined as quanti-
fier free first-order logic formula over the variables VS . Moreover,
meth(F ) can be viewed as a relation meth(F ) ⊆ GS × GS ,
that is, we allow some non-determinism in the formal model corre-
sponding to a single service. For convenience, we use the notation

g
meth(F )−→ g′ to denote (g, g′) ∈ meth(F ).
Any feature F (and its variations) in a service S must preserve

both the service invariants ΨS as well as the feature invariants ΨF .
We can formalize the idea behind a service or feature invariant ϕ ∈
(ΨS ∪ΨF ) with respect to a specific feature F as follows.

∀g ∈ GS ((g |= ϕ ∧ g
meth(F )−→ g′) =⇒ g′ |= ϕ)

Furthermore, we can also bring in the concept of pre-condition and
post-condition of a service by augmenting the above constraint as
follows

∀g ∈ GS ((g |= ϕ ∧ g |= pre(F ) ∧ g
meth(F )−→ g′)

=⇒ (g′ |= ϕ ∧ g′ |= post(F ))

Examples of service and feature invariants of the COMS exam-
ple presented in Section 2 are

• Invariant for author services S1: All features provided in
this service can be only executed by the contact author of the
paper.

• Invariant for paper submission feature A3: Paper sub-
mission must be completed before the deadline

• Invariants for reviewer services S2: A review feature can-
not modify / delete reviews from the review database.

• Invariants for reviewer registration feature R1: Only au-
thorized email account can be used to register as a reviewer.

3.1 Feature Variants
Services thus defined can be refined in two ways:

• Feature expansion - Modification of an existing feature.

• Feature set augmentation - Addition of new features.



The concept of feature variant comes from the fact that the variation
may come from the tenant in the feature implementation / terms of
use or even the expected outcome of the feature. This is a very
common situation since usually the vendor will offer one concrete
implementation to start with for each feature, while tenants can de-
mand different variants while still having to meet the invariant, or
have a new (different) feature altogether – which may be consid-
ered to be more costly than a variation. In all the cases, we assume
the service invariants have to be preserved. Some situations where
we may have such a need are as follows:

1. Relaxation / Restriction of Terms of Use: This is a very com-
mon requirement since a new tenant may not be agreeable to
the existing pre-condition of a service invocation and may
demand a relaxation that he can conform to. In some cases,
to strengthen security related issues, the tenant may demand
a stronger pre-condition.

2. Restriction / Augmentation of Feature Outcome: The tenant
may demand a more restricted variant of the post-condition
of the feature, or may wish to have some more out of the
feature execution.

For the kinds of variation above, the SaaS vendor has two clear
choices, namely (a) Create a new feature (Augmentation), or (b)
Support the new variant from the existing infrastructure with re-
quired modifications (variant set expansion). We now present a
concrete classification of the above scenarios using the notion of
refinement and variant.

DEFN 1. [Condition restriction:]
Let Ci and Ci are two sets of conditions (quantifier-free first-order
logic formulas over variable set Vi and Vj), Ci ≺ Cj denotes Cj

is a restriction of Ci if and only if

• Vj ⊆ Vi, and

• {cvj ⇒ cvi |∀v ∈ Vj}, where cvi and cvj are the conditions
in Ci and Cj on the same variable v, respectively. In other
words, Cj is a set of stronger conditions that must hold in
order for Ci to hold.

DEFN 2. [Feature variant and refinement:]
Let V ar(F ) contains set of all existing variants of a feature F . A
new service request s = 〈pre(s),meth(s), post(s),Ψs〉 can be
considered a variant of feature F if there exists a variant V

{v = 〈pre(v),meth(v), post(v),ΨF 〉|v ∈ V ar(F )}

such that v and s are bound by the same service and feature invari-
ants, and any of the following four cases holds (with at least one
inequality strict in each cases)

1. pre(s) � pre(v) ∧ post(s) � post(v)

2. pre(v) � pre(s) ∧ post(s) � post(v) (v is a refinement
of s)

3. pre(s) � pre(v) ∧ post(v) � post(s)

4. pre(v) � pre(s) ∧ post(v) � post(s)

In any of the listed four situations, s is considered as a variant of
feature F . In particular, the second type of the feature variant cor-
responds to the case where an existing feature variant v is a refine-
ment of new service request s. In the context of contract refine-
ment, if we have a new client of service request s, it will be a valid

client of its refinement, i.e., it can legally call the refined method
(meth(v)) and in turn receive (at least) what it expects. In both
the cases, the new service request F ′ can be supported with some
sharing of existing code base / application infrastructure. In case
of a refinement, no new feature variant is created. In the case of
a variation, a new feature variant is created for F ′ which is then
absorbed in the variant set of the feature F (feature expansion) of
which it is a variant.

Each feature F in the system has a list of variants attached to it.
Initially, each feature has a default variant (subscripted as 0 in our
working example) which corresponds to the default variant offered
by the SaaS vendor. As the system matures, new requirements are
introduced and the variant set is augmented with the variations.

On the other hand, in case none of the conditions above hold, we
create a new feature implementation for s. This is called feature set
augmentation (Section 4). Note that we require a strong condition
for feature expansion, i.e., a new service request is supported as fea-
ture variant only if it can be obtained by weakening/strengthening
pre/post conditions of existing variants of a feature. Consequently,
we may have to create a new feature in some situations, even the
new request is bound by the same service and feature invariants.
This gives the SaaS provider an opportunity to merge some features
during the evolution of the SaaS application when new tenants are
onboarded (to be discussed in Section 4.5).

3.2 Feature Variant Examples
We now explain the concepts on our conference management

system example presented in Section 2. Following is an example
of a new feature in the author services (S1).

New Feature in S1

RebuttalSubmission (Input: Text, Paper ID) : A50

Require
Rebuttal text is less than 200 words

Do // Actual Implementation
Ensure

1. Rebuttal Emailed to PC members
2. Successful submission feedback sent to author

Following are some possible variants of the feature abstract sub-
mission (A2) in the author services (S1).

Example Feature Variants

AbstractSubmission (Input: Email, Abstract)
A21 (variant of A20)

Require – Weaker precondition
Valid Email

Do // Modifying the implementation from A20

1. Remove checks and code related to author registration.
2. Add functions for password generation and distribution.

Ensure – Stronger postcondition
1. Unique paper ID emailed to author
2. Author is sent an automatically generated password

AbstractSubmission (Input: Email, Abstract)
A22 (variant of A21)

Require – Stronger precondition



1. Valid Email
2. Text is less than 500 words

Do // Modifying the implementation from A21

1. Perform additional check on abstract text size
2. Remove functions related to the password requirement.

Ensure – weaker precondition
Unique paper paper ID emailed to author

4. ONBOARDING TENANTS
A SaaS application has an initial set of service offerings S, each
described as a tuple 〈FS ,ΨS〉 as discussed earlier. A tenant t can
be characterized by a tuple 〈requires(t), V (t)〉 where requires(t)
is the set of services required by tenant t and

V (t) : requires(t)→ R1

is a value estimate of the revenue that the tenant may add to the
existing SaaS system by subscribing to the services it requires. In
practical cases, as is intrinsic to SaaS systems, the value function
will be defined on a per feature basis and in a pay-as-you-go manner
depending on how and which features are being used by the tenant.
For simplicity of the present work, we approximate the economic
factor by the value estimate which is assumed to capture the pro-
jected revenue depending on the present and future usage patterns
of the tenant.

Depending on the requested services in requires(t) and existing
SaaS system S, we have the following cases to accommodate each
request s ∈ requires(t) :

• [Direct onboarding:] If s requires exactly the same precon-
ditions and postconditions as an existing variant v of some
feature F in the SaaS system, and they are bounded by the
same service/feature invariants, the new request s can be di-
rectly supported without any additional change to the SaaS
infrastructure.

• [Feature expansion:] If there exists a feature F in S such
that s is a feature variant of F (DEFN 2), s can be added into
the SaaS system as a variant of feature F , by modifying the
implementation of the existing variant in F .

• [Feature set augmentation :] If there exists a service S in
S such that s is bounded by the same invariants ΨS with S.
However, s is not a variant for any existing features F ∈ S
(due to unjustification of the defined pre/post condition rela-
tions, or s is bounded by different feature invariants). As a
result, s can be added into the SaaS system as a new feature
of service S. A new feature implementation is required to
onboard this tenant.

• [Service set augmentation :] If s is not bounded by the
same invariants with any existing service in S. In this case,
the tenant requires a new service.

In all the cases above, the question of on-boarding depends on the
SaaS application provider. If the onboarding requires supporting a
new service feature or a new service, the SaaS application needs
to undergo change. This is replete with many design issues, start-
ing from minimally modifying the existing SaaS application to re-
designing the service pool to optimize variability. In this paper,
1R is the set of real numbers

we propose a decision model with two dimensions, namely the on-
boarding profit and level of system reuse, to help SaaS providers
with the new tenants onboarding problem.

4.1 Cost considerations
For each new tenant t to be onboarded, the net profit gained by

the SaaS provider can be calculated by deducting the modification
cost of the SaaS system from the revenue V (t). As we have dis-
cussed, V (t) depends on the charging mechanism of the SaaS sys-
tem. In this section, we present a cost model to facilitate SaaS
providers to decide the cost of onboarding a new tenants. For now,
we consider only the salary cost, which the SaaS provider have
to pay the system developers to make necessary modifications to
onboard a new tenant t (on a human-hour basis). Intuitively, the
more complex implementation/modification required to onboard t,
the higher cost is imposed.

A new tenant t may request a set of services; this is captured
in requires(t). For each of the requests s and an existing SaaS
system, we associate a cost to accommodate s depending on the
amount of changes the existing infrastructure has to undergo to sup-
port s according to the four possible scenarios described above.

• [Direct onboarding cost (DOC):] An existing implemen-
tation can be directly used to support s. In this case, the es-
timated development cost is assumed to be a constant since
this is common to all the cases below. This is actually the
setup cost for inducting the tenant into the existing tenant
base and hooking him up with his desired services and fea-
tures.

• [Feature expansion cost (FEC):] In this case, the new re-
quest s is added as a variant of existing feature F , and the
implementation can be derived from an existing variant with
minimal modifications. Let v be the existing variant in F
that satisfies one of the four constraints with s in DEFN 2.
To enable a quantitative cost model, we assume a constant
cost value with every weakening/strengthening of a precon-
dition/postcondition as follows.

– [Weaken postcondition cost (WPostC):] In case the
new request s requires a weaker postcondition than v,
implementation of v can still be used with no modifica-
tion.

– [Strengthen precondition cost (SPreC):] To support
a stronger precondition in the new request service s,
only corresponding check needs to be performed before
invoking an existing implementation of v (meth(v)).
No changes is required in the method body.

– [Weaken precondition cost (WPreC):] If the new re-
quest s has a weaker precondition, some assumptions
or assertions in the original implementation of v may
be violated. As a result, the developer can still derive
implementation of s from implementation of v, by re-
moving certain checks and modifying the code accord-
ingly.

– [Strengthen postcondition cost (SPostC):] If the new
request s requires a stronger postcondition, the devel-
oper needs to add more code in the implementation of
s to support the new functionality.

The above-mentioned modification costs of a single condi-
tion are arranged in increasing order of cost. Let C1 and
C2 are two set of conditions, and dist(C1, C2) denotes the



number of conditions in C1 that do not occur in C2, the cost
FEC(s, v) of supporting the new request s by modifying
the implementation of its existing variant v can be calculated
as follows.

FEC(s, v) =



dist(pre(v), pre(s))×WPreC+
dist(post(v), post(s))×WPostC

if pre(s) � pre(v) ∧ post(s) � post(v),
dist(pre(s), pre(v))× SPreC+

dist(post(v), post(s))×WPostC
if pre(v) � pre(s) ∧ post(s) � post(v),

dist(pre(v), pre(s))×WPreC+
dist(post(s), post(v))× SPostC

if pre(s) � pre(v) ∧ post(v) � post(s),
dist(pre(s), pre(v))× SPreC+

dist(post(s), post(v))× SPostC
if pre(v) � pre(s) ∧ post(v) � post(s)

(1)
Finally, in case there are more than one existing variants of
s, the developer can choose the support s from the nearest
existing variant with the minimal feature expansion cost, i.e.,

FEC(s) = min∀v ∈ V ar(F ){FEC(s, v)}

where s is a variant of F and V ar(F ) is the set of all existing
variants of F .

• [Feature set augmentation cost (FAC) :] This is the cost of
developing and provisioning a new feature.

• [Service set augmentation cost (SAC) :] This is the cost of
developing and provisioning a new service.

The cost of onboarding a tenant is an estimate of the cumulative
effort of the above costs for each new requirement, depending on
the exact nature of the tenant requirements and the existing SaaS
system. Multiple cost types maybe involved in a particular situa-
tion, since the tenant may demand a variant of one feature as well
as a new feature of a different service. To summarize, give a new
tenant t = 〈requires(t), V (t)〉, the cost of onboarding t to SaaS
system 〈S, T 〉 can be calculated as

cost(t,S) =
∑

∀s∈requires(t)

DOC|FEC(s)|FAC|SAC (2)

where DOC, FAC and SAC are the constant cost of direct on-
boarding, feature set augmentation and service set augmentation,
respectively; and FEC(s) is the cost that implements s from its
nearest variant in the existing SaaS system. Consider the following
example.

EXAMPLE 1. Consider our example SaaS application for the
conference management system. Let us assume initially only the
default feature variants as described in Section 2 are on offer. Let
us consider the cost of onboarding 4 tenants T1, T2, T3 and T4 with
the requirements as below:

requires(T1) = 〈S1′〉 where S1′ = 〈A10, A33,ΨS1〉
requires(T2) = 〈S1′′, S2〉 where

S1′′ = 〈A10, A21, A34, A50,ΨS1〉
requires(T3) = 〈S2〉
requires(T4) = 〈S1′′′, S2′〉 where

S1′′′ = 〈A10, A31, A40,ΨS1〉 S2′ = 〈R10, R22,ΨS2〉
The onboarding cost associated with onboarding T3 is lowest as
compared to the cost of onboarding the other tenants. 2

4.2 Commonality considerations
An important factor that characterizes the level of reuse of a SaaS
system is the notion of commonality of a service. Commonality is
defined as the degree of sharing of features by tenants in a SaaS

system. We expect that for each feature, a significant fraction of
tenants should subscribe to it (including the variants). To com-
pute the overall commonality of a service in a SaaS component, we
measure for each feature, the fraction of tenants subscribing to it
(including its variants), and then take the average over all features.
Let Nf denote the number of tenants subscribing to feature f (ei-
ther the default one or some variant of it). Let |FS | denote the total
number of features available as part of service S including default
and added variants of each feature. Let TS (> 0) denote the set of
tenants subscribing to service S.

DEFN 3. [Commonality:] The commonality CommS of a SaaS
service S consisting of a set of features FS and a set of subscribing
tenants TS is given by:

COMMS =

∑
f∈FS

Nf

|TS | ∗ |FS |

EXAMPLE 2. Consider our example SaaS application for the
conference management system after onboarding tenants T1, T2,
T3 and T4. Based on the requirements of these tenants, the initial
SaaS system is augmented with 1 variant for feature A2, 2 variants
for feature A3, 1 variant for feature R2 and a new feature A5 (with
a default variant). Therefore, S1 has 5 features and 3 tenants sub-
scribing to it. S2 has 4 features and 3 tenants subscribing to it. The
degree of commonality of service S1 is: 3+1+3+1+1

3 ∗ (5+1+2)
= 3

8
= 0.37.

The commonality of S2 is: 3+3+2+2
3 ∗ (4+1)

= 2
3

= 0.67. 2

Commonality is an important consideration from the perspective
of the SaaS vendor. A high value of commonality indicates that on
an average, there is a high percentage of feature sharing. The SaaS
vendor would always like to have an improvement in commonality
as new tenants are onboarded. However, this may not always be the
case and commonality may decrease as well. In general, the SaaS
vendor would like to ensure that the commonality of each service
remains above a certain threshold. We call this the commonality
threshold.

4.3 Cost and Commonality Considerations
When a new tenant wants to onboard an existing SaaS system,

the following factors need to be considered:

• Net Profit

• Changes in commonality

The net profit is the net value obtained by onboarding a tenant t,
calculated by deducting the development cost of onboarding t from
V (t). Even if commonality does not improve (e.g. a new tenant
may need a small subset of the services/features), the tenant may
still be good to onboard if there is no major development cost, con-
sidering the increment in net profit as long as the new commonality
remains above the threshold. Consider the following example.

DEFN 4. [Onboarding a single tenant: ]
Given a tenant t = 〈requires(t), V (t)〉 and a commonality thresh-
old COMM on an existing SaaS system 〈S, T 〉, t can be on-
boarded if

• V (t)− cost(t) ≥ 0, and

• Each service in the resulted new SaaS system remains above
COMM .



4.4 Generic Tenant Onboarding Problem
In Section 4.3 we consider the onboarding activity for a stan-

dalone tenant. In the general case, there might be multiple tenants
waiting to be onboarded. More than one tenant might request for
a new feature, which is associated with a prohibitive development
cost and not a prudent decision to support if tenants are considered
in isolation. However, considering the tenants collectively, the net
profit might be increased though there is a drop in net profit if we
consider the onboarding activity for each of the tenants separately.
This gives rise to an optimization problem for onboarding tenants.

Given a SaaS system SS = 〈S, T 〉 and a new set of tenants T̂

waiting to be onboarded, let Γ(T̂ ) denote the net profit obtained
by onboarding T̂ and C be a vector denoting the commonality of
the services in the resulting SaaS system 〈S ′, T

⋃
T̂ 〉. S ′ denotes

the resulting SaaS system obtained after introducing new services /
features / feature variants to support the requirements of tenants in
T̂ . Γ(T̂ ) is calculated as follows:∑

t∈T̂

V (t)−
∑
t∈T̂

cost(t,S ′) (3)

where cost(t,S ′ is the cost of onboarding t in the new system S ′
as calculated in Equation 2. As discussed in Section 4.1, the cost
of supporting a new requirement depends on how this new require-
ment can be implemented. However, when a set of new tenants
is to be onboarded, the cost of supporting a new requirement s is
not only determined by the existing SaaS system. Because s can
also be accommodated from other new requirements by T̂ . As a
result, we should consider the resulting new SaaS services S ′ when
deciding the cost of s.

In the initial stages of the SaaS system, the SaaS vendor tries
to onboard as many new tenants as possible, to maximize the rev-
enue, even at the cost of supporting new features and services. In
steady state (existing SaaS system with many onboarded tenants),
the SaaS vendor will also want to consider improvement in com-
monality along with net profit. This gives rise to a biobjective opti-
mization problem of tenant subset selection as below.

DEFN 5. [Profit-Commonality Maximizing tenant subset: ]
Given a set of potential tenants t1 . . . tk, each characterized as a tu-
ple 〈requires(ti), V (ti)〉 and a commonality threshold COMM
on an existing SaaS system 〈S, T 〉, the onboarding problem in-
volves selecting the tenant subset T̂ that maximizes profit Γ(T̂ )
and leads to the best commonality of the resulting SaaS system. 2

The net profit and commonality can be calculated as previously for
each possible subset T̂ . The multi-objective nature of the above op-
timization problem suggests that a solution candidate is described
by a vector quantity. If a vector quantity for solution candidates
is used, improvement in these solutions should occur only when
some objective (either the net profit or any element in the com-
monality vector C) improves without degradation in the remaining
objectives. If this is not possible, then the current solution is said
to be optimal in the Pareto optimal sense or nondominated. The
set of all Pareto optimal solutions is known as the Pareto optimal
set or Pareto front. Different techniques have been proposed for
multi-objective Pareto front computation [8, 19].

It may be noted that in our formal model, the commonality mea-
sure is defined at the service level, thereby giving it a vector per-
spective. It is easy to lift the commonality to the SaaS component
level by taking the average service commonality. In that case, the
optimization problems can be easily redesigned to reflect the scalar
nature of the commonality measure.

4.5 Merging Existing Features
As discussed in Section 3.1 we require a relatively strong condi-

tion for feature expansion. Our framework allows a new request to
be supported as feature variant only if it can be obtained by weak-
ening/strengthening pre/post conditions of existing variants of the
feature, which ensures the correctness of implementation reuse as
in our cost model.

As a result, the SaaS system at certain state may have two or
more features that are bounded by the same feature variants. These
features may also contain variants that can also be treated as vari-
ants of other features. In such scenario, the SaaS provider can
merge these features together as one single feature, which increases
the maintainability of the system and also helps the decision prob-
lem for future tenants onboarding.

Consider the following situation. Let v0 be the only variant of
feature F in the current system, where

• pre(v0) = p1 ∧ p2, and

• post(v0) = q1

Assume a new tenant requests a service s where

• Ψs = ΨF , and

• pre(s) = p1 ∧ p3, and

• post(s) = q1

In our framework, s will be supported as a new feature F1 (feature
set augmentation), since it is not a variant of any existing variants of
F . It is due to that supporting s directly from modifying meth(v0)
may not be very desirable. However, assume another new tenant
requests a service s′ where

• Ψ′s = Ψs = ΨF , and

• pre(s′) = p1 ∧ p2 ∧ p3, and

• post(s′) = q1

s′ can be supported as variant of either F or F1 (it holds a stronger
precondition than any existing variant in F and F1). Suppose we
generate the implementation of s′ from v0, now s in F1 is also
variant of s′ in F . We can then merge these two features as a single
feature that contains all three above-mentioned variants.

After onboarding a tenant (or a set of tenants), the SaaS provider
may perform a merge operation on the resulted system. Formally,
two feature F1 and F2 should be merged into a single feature
(which contains all variants in both F1 and F2) if

• ΨF1 = ΨF2, and

• ∃v1 ∈ F1, ∃v2 ∈ F2, s.t. v1 is a variant of v2.

5. CASE STUDY
In this section, we present a case study of the Conference Online-

Management System (COMS) [1].

5.1 COMS System
The COMS offers various services to manage different users and

events of a conference. To provide flexibility, COMS almost all
services/features are optional and can be configured by conference
administrator. Following are the services on offer from COMS.

1. System User Services: This has the following features.

(a) register with the system, create a user account



(b) retrieve lost passwords

(c) log-in and view welcome page

(d) change the interface language (if COMS is configured
in multilingual mode)

(e) review and maintain personal data

(f) book items (conference registration, workshops, accom-
modation, etc.)

(g) view the status of booked items

(h) view the payment status

(i) submit a conference paper and thereby become an au-
thor

(j) conduct duties as assigned by the Chair (Administrator,
Editor, Reviewer, Clerk)

2. Chair services: This has the following features.

(a) configure all system features

(b) enable one or several of the interface languages (mono-
lingual or multilingual mode)

(c) set time windows for registration, paper submission,
peer reviewing, etc.

(d) nominate assistants (Administrator, Editor, Reviewer,
Clerk)

(e) configure the welcome page, post current news

(f) configure templates for automatic confirmation emails

(g) communicate by bulk email with pre-determined groups
of users

(h) view the log-file of all sent bulk email

(i) view and edit the details of all participants

(j) create new user accounts

(k) delete existing user accounts

(l) view and change the booked items of any participant

(m) view and change the payment status of any participant

(n) view, edit or delete any submitted abstract

(o) download the files of submitted papers by FTP

(p) create and view administrative notes for any participant
that are not visible to participants

(q) assign tasks to editors manually or automatically

(r) view the results of the reviewers’ bidding for papers

(s) assign tasks to reviewers manually or automatically (op-
tionally based on a bidding process)

(t) view statistics about participants and paper submissions

(u) track progress of the assigned edit and review tasks

(v) select or reject papers manually or automatically, based
on the results of peer reviews

(w) assign presentation types (oral, poster, etc.) to accepted
papers

(x) distribute accepted papers over conference sessions

(y) create a draft of the book of abstracts automatically

(z) export database contents in different formats for use
with other applications

3. Reviewer services: This has the following features:

(a) view all submitted papers

(b) bid for papers (state preferences which papers one would
like/not like to work on)

(c) view details of authors (unless blind reviewing is in
force)

(d) view list of assignments, filter and sort by several crite-
rions

(e) conduct reviews

(f) view who else is assigned to review a given paper

(g) view the appraisals by other reviewers

(h) receive reminders and other bulk email messages from
the Chair that are specifically targeted at Reviewers

4. Editorial services: This has the following features.

(a) view list of assignments, filter and sort by several crite-
rions

(b) view and edit details of authors

(c) view and edit details of submissions

(d) receive reminders and other bulk email messages from
the Chair that are specifically targeted at Editors

5. Author Services: This has the following features.

(a) submit conference contributions

(b) view submissions and edit them online

(c) withdraw submissions

(d) upload files of formatted papers

(e) replace uploaded files by updated versions

(f) submit keywords with each paper

(g) propose a type of presentation (oral, poster, etc.)

(h) propose the conference session for a presentation

(i) view the results of peer reviewing

(j) receive reminders and other bulk email messages from
the Chair that are specifically targeted at Authors

6. Participant Services: This has the following features.

(a) register for the conference and book other items (con-
ference dinner, excursions, accommodation, etc.)

(b) view the payment status

(c) view and print an invoice, bill or receipt of payment

(d) pay conference fees online

(e) receive conference news and other bulk email messages
from the Chair that are specifically targeted at Confer-
ence Participants

5.2 Experimental Results
To illustrate the use of our proposed multi-tenant SaaS model,

we choose the authors service shown in Section 5.1 (Service 5) as
a case study. For each feature F offered in this service S (FS =
{Fa, . . . , Fj}), we assume several possible pre and post conditions
for it. As a result, by choosing different combinations among them,
we are able to build a diversity of variants of each feature (refer to



DOC WPostC SPreC WPreC SPostC FAC
set1 20 50 100 180 200 2000
set2 20 100 120 160 300 1600

Table 1: Values for constant cost types in Section 4.1.

Section 3.1 for examples on variants of feature Fa –“submit con-
ference contributions”). Note that the pre-conditions, implemen-
tations, and post-conditions may be correlated (e.g., certain post-
condition is invalid for a particular pre-condition or implementa-
tion), which restricts number of different variants can be created
for a feature.

A tenant t = 〈requires(t), V (t)〉 randomly subscribes one or
more features in FS . For each required feature F ∈ requires(t),
we randomly select one or more pre and post conditions, subject
to the pre-defined correlations. An initial system 〈S, T 〉 is created
with 100 such randomly generated tenants (|T | = 100). In the ex-
periment, we show how to onboard another 20 randomly generated
potential new tenants T̂ (|T̂ | = 20). As discussed in Section 4,
the problem is to identify a subset of tenants T̂ ′ ⊆ T̂ , such that
the resulted new system 〈S ′, T ′〉 is Pareto optimal w.r.t profit and
commonality, where

S ′ = S
⋃
t∈T̂ ′

requires(t), T ′ = T ∪ T̂ ′

In this experiment, we adopt a subscription-based pricing model.
we assume the estimated revenue of onboarding a tenant t is pro-
portional to the number of features t subscripts, i.e.,

V (t) = RPS ∗ |requires(t)|

where RPS is a constant factor indicates the revenue for each fea-
ture subscription (assumed be to 200 in our experiment). For each
tenant t ∈ T̂ ′, the cost of supporting t in the new system S′ can be
calculated with Equation 2 in Section 4.1. DOC is the direct on-
boarding cost when (i) a new tenant requires a feature/variant that
has already been supported in the initial system S; or (ii) more than
one new tenants require the same feature/variant (only one imple-
mentation cost should be considered, the rests can be directly on-
boarded from that implementation). WPreC, SPreC, WPostC,
and SPostC are the costs of weakening/strengthening a single
pre/post condition, in order to build a new implementation for a
newly required variant. FAC is the cost of adding a new feature
in the system. In our experiment, we assume two sets of constant
values for each type of cost, which are shown as set1 and set2 in
Table 1. Note that we assume WPostC < SPreC < WPreC <
SPostC to approximate the real world programming efforts of cre-
ating a variant from existing implementation. However, it is not an
assertion that requires to hold in our tenant onboarding cost model.
Different values can be given to each cost type according to the
real situation. For now, we consider only the implementation cost
required to support a new tenant. However, other cost structure
(e.g., hardware, maintenance, etc.) can be easily adopted in our
model.

For each subset, the profit of onboarding T̂ ′ can be calculated
with Equation 3 in Section 4.4. In our experiment, the absolute
profit is correlated to the constant values assumed for RPS (rev-
enue per subscription). and different implementation costs. Clearly,
a lower RPS or higher implementation costs will lead to less profit
for the SaaS provider. The commonality of resulted new system can
be calculated as in Definition 3. We maintain a set of Pareto opti-
mal solutions, such that there is no other subsets, if onboarded, can
result in both higher profit and higher commonality. In our current
implementation, we exhaustively find each possible subset T̂ ′ ⊆ T̂ ,
and compute the profit and commonality if the subset is onboarded
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Figure 1: Profit and commonality by onboarding new tenants.

to the initial system. The total analysis time for the Pareto optimal
computation when |T̂ | = 20 takes less than 1 minute on a Intel(R)
Xeon(TM) 2.20 Ghz processor with 2.5 GB of RAM. However, for
a larger number of onboarding tenants to be considered, evolution-
ary algorithms ([8]) can be implemented for a more effective Pareto
front computation.

Figure 1 shows our experimental results for the above-mentioned
system setup. The triangle marks represent all the Pareto optimal
solutions for the given cost values as set1 in Table 1. Each Pareto
optimal solution is associated with the corresponding subset of ten-
ants to be onboard. Such a Pareto front representation allows SaaS
provider to onboard potential tenants selectively, which results in
good profit while retaining enough commonalities to exploit the
economies of scale attained.

Figure 1 also shows a dominated solution corresponding to on-
board all the 20 tenants in T̂ with the implementation cost set1
(“onboard all (set1)”), with Profit = 32600 and commonality =
0.0775 (labeled with the + mark). Clearly, it is not a good design
choice and should be avoided. Similarly, Figure 1 also shows the
Pareto optimal solutions and a dominated solution (onboarding all
20 tenants) for the cost values of set2 in Table 1. We can observe
quite similar trends in the two sets of computed Pareto optimal so-
lutions. It shows that given the same initial system and tenants to
be onboarded, the tenant selecting problem is not very sensitive to
the exact modification cost required to support the new tenants (as
long as the relative relations between the costs keep unchange). In
other words, our experimental results show that if a subset of ten-
ants is considered to be a good candidate to onboard to the current
system, it is very likely that onboarding the same subset of tenants
under a different cost scheme will also result high profit and good
commonality.

The commonality values obtained in this experiment is relatively
low (between 0.07 to 0.24). It is due to we consider a large set of
possible variants for each feature in the author services (in average,
12 variants are created for a feature), in order to highlight the trend
between profit increasing and commonality decreasing. In particu-
lar, we treat two subscriptions as two distinct variants even if they
have very subtle differences in their requirements. We also assume
each tenant may randomly subscribe one of the possible features.
In reality, a SaaS system usually has a higher commonality degree,
since many tenants will agree with the same (or very close) service
contract.

Finally, in this experiment, we use only one single service (the
author services in the COMS) to illustrate our framework. How-
ever, for a SaaS system with multiple services, the optimization
problem can be easily adopted at the system level by considering
the average commonality of all services.



6. RELATED WORK
Many existing work on multi-tenant applications focus on shared

data architecture and security management [6, 9, 2, 18]. On the
other hand, there has not been many research on multi-tenancy
SaaS systems from software engineering perspective. Models and
techniques successfully employed in software product line engi-
neering ([16]) have been applied in multi-tenancy systems to man-
age configuration and customization of service variants ([7, 13,
14]). In particular, [14] extends the variability modeling ([3]), which
provides information for a tenant to choose/customize the SaaS ap-
plication and guides the SaaS provider for service deployment.

The work of [4] discusses some potential challenges in imple-
mentation and maintenance of multi-tenancy systems. It presents
an architectural approach which tries to separate the multi-tenant
configuration and underlying implementation as much as possi-
ble, by adopting the 3-tiers architecture (authentication, configura-
tion, and database) in the traditional single-tenant web application.
Along the same lines, experiences in modifying industrial-scale
single-tenant software systems to multi-tenant software have been
reported in [5]. This involves extending user-authentication mecha-
nisms, introducing tenant-specific software configuration and adding
an application layer to extract tenant-specific views from the shared
database. The recent paper [15] also studies tenant specific cus-
tomizations in a single software instance, multiple tenant setup.

The work of [10] develops a multi-tenant placement model which
decides the best server where a new tenant should be accommo-
dated. The placement mainly considers the hardware resources in-
cluding CPU and storage usage. In principle, a new tenant will
be placed on the server with minimum remaining residual resource
left that meets the resource requirement of the new tenant. Finally,
we have primarily studied functionality issues for managing multi-
tenant SaaS in this paper. There have also been studies on service
performance issues in multi-tenant SaaS (e.g., see [11]).

7. CONCLUSION
In this work, we have presented a formal framework for multi-

tenant SaaS systems. Our focus here is on the software service and
not the entire service infra-structure (such as database, OS, file sys-
tems). Even though some existing works (as mentioned in the pre-
ceding) have articulated the difficulties in managing diverse tenant
requirements in multi-tenant service software — a comprehensive
approach is missing. Our paper attempts to fill this gap. We use
our formal framework for managing tenants and deciding on tenant
on-boarding in a multi-tenant SaaS. This done by multi-objective
optimizations from the point of view of the service provider.

In our current framework, we consider a single constant cost for
weakening/strengthening each pre/post condition. To allow more
accurate and practical SaaS management, a fine-grained cost model
can be designed specifically for a given SaaS application. In par-
ticular, the pre and post conditions of a tenant requirement can be
classified into more detailed categories (e.g., functional and non-
functional requirements). Such extensions of our framework to
support non-functional requirements remain an important direction
of future research.
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